
Speech Technology: Making sense of human communication 
(Introduction by Simon King) 

 
How can machines make sense of human communication? 
This is a major scientific challenge. Solutions will lead to advances, such as: 

 Richer, more humane interfaces to computers 

 Perceptual computers that can interpret their environment 

 Technological enhancements to human-human interactions (e.g. effective remote 
meetings, translation) 

 Accessing and searching multimodal data, not just simple text speech 
 
What is Speech Technology? 
It’s about the development of systems to automatically recognise, generate, understand 
speech 

1. Speech recognition 
2. Speech synthesis 

(also: Speech enhancement, speaker identification...) 
Interdisciplinary: builds on phonetics, machine learning, hearing, digital signal processing, 
computational linguistics... 
 

 History: Euphonia 1846 ● Speak and Spell 1978 
 

1. Automatic Speech Recognition (converting speech sounds to text) 
 
Consider: 

 one talker/many? 

 which language? (for some LAN much data = easier!) 

 noise or simultaneous talkers? 

 small/large vocabulary? (machine is more accurate when LAN only has few vocab) 

 known domain? 

 planned/spontaneous speech? 
the more we constrain the scenario, the more accurate the system will be! 
 
LAN is very context dependent! (sounds are deleted, vowels change...) – so we need pre-
knowledge! Machines can adapt to a person’s speech; so problematic when in noisy 
environment etc... 
 
good for: office dictation, tuned to a particular speaker (highly constrained) 
challenging for: recognition of spontaneous multiparty conversation 
no good for: office dictation, speaker-independent (unconstrained) 
In regular use: 
personal dictation (esp. for medical, legal domains) 
call centres 
phones and PDAs 
 

 Output of a typical system (multiple talkers) 
yeah, i know we’re talking a voice reconition also because they’re not be an order... 
mm 
uh-huh 
so i’m looking at what you think 
yeah i was just a resistor cost is she without that is that good idea... 

 
 Capturing and representing speech > 

o wave form = sound-pressure level over time 
o spectogramm = different frequencies, read of what is being said (which V and C are present) 



 Linguistic knowledge 
One could try to construct a rule-based speech recogniser using linguistic knowledge 

 acoustic phonetic rules to relate spectrogram repsentations of sounds to phonemes 

 base pronunciations of words stored in a dictionary 

 morphological rules to construct inflected forms 

 grammatical rules to model syntax 

 semantic and pragmatic constraints 
BUT 

 speech has a high degree of variability (speaker, pronunciation, spontaneity) 

 difficult to write a grammar for spoken LAN (ppl rarely speak grammatically!) 

 it’s impossible to account or all this variability with rules! 

 alternative approach: 
 

 Machine Learning 
construct simple models of speech which can be learned from large amounts of data 
(thousands of hours of speech recordings) 
 
HMM speech recognition 

 
 Statistical Speech Recognition 

Only offers a statistical guarantee – as the licence conditions of the best known automatic 
dictation system say: 

 
 

 Speech recognition – Challenges 

 domain independence – don’t want to have to retrain for every new application 

 natural environments – overlapping speakers, background noise, reverberation 

 multiple LAN – do we have to start from scratch for every new LAN? what about minority 
LAN? 

 understanding or interpretation, as well as transcription 
 
how do you find word-boundaries in a string of words? 
PC needs knowledge about the domain! – 
very expensive for all LANs! 
 

 Multiparty conversations 
 
o special location, microphones, spaced apart, 

listen in just 1 direction = improves SR 
o spot topics, who’s in charge, (dis)agreeing, 

give summary... = rich transcription! 



2. 2. Speech Synthesis (text-to-speech; automatically generate speech sounds from text) 
 
Problems: intelligibility, naturalness, expressiveness (interactivity! – iisn’t in a text!) 
Approaches: 

 Articulatory: rules to obtain the articulatory dynamics for a given sequence of phonemes 

 Formant based: acoustic phonetic rules to obtain the spectrogram for a given sequence 
of phonemes 

 Concatenative synthesis: string together a sequence of speech sounds extracted from a 
large database of recorded speech, corresponding to the desired sequence of phonemes 

 Parametric statistical models: use automatically learned models to generate the 
speech sounds 

 
 State-of-the-art speech synthesis 

 
open source Festival speech synthesis system: http://www.cstr.ed.ac.uk/projects/festival 
HTS system (by Nagoya Institute of Technology): http://hts.nitech.ac.jp 
 

 Concatentative speech synthesis 
 

 

 HMM based Speech Synthesis 
 

 

 
 Text-to-speech 

Speech synthesis is not just a process of generating speech sounds from a sequence of 
phonemes (need to add info: intonation, timing, accent (rythm, syllabification)) 

 intonation, timing (linguistic knowledge required to control this!) 

 timing 

 speaker specific aspects: accent, voice quality,... 

 syllabication 

 part-of-speech tags disambiguate homographs: object, content, discount,... 

 grammatical information 
 

SUMMARY 
Speech technology underlies spoken language applications, such as 

 speech translation 

 spoken dialogue systems 

 audio mining 
Increasingly our approach is based on weak models that can be larned from (large amounts 
of) data 

 neglects a lot of higher-level linguistic knowledge 

 how do we properly use that within a statistical modelling ramework? That’s an open 
question! 

Some successes but many remaining challenges! 

http://www.cstr.ed.ac.uk/projects/festival
http://hts.nitech.ac.jp/

